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Abstract: Online job search opens new avenues to experimentally alter the search process, and to 

engage in “search design”. It also offers an unprecedented channel to collect data on how job seekers 

search for jobs and how firms search for employees. This lecture discusses the research possibilities 

that this generates and reviews some of the recent developments in this area.  

 

1. Introduction 

When individuals used to engage in formal job search, they would open the classified section of the 

newspaper and read the job advertisements posted there. The advertisements would feature some 

information about the jobs, and some way to contact the employer by phone or mail. For a labor market 

researcher, neither the newspaper nor the specific ads that the job seeker read are visible. Even the 

content of the ads was very difficult to collect. Whether a person would then get in touch with the 

employer was also not recorded and therefore hard to study. This way of searching for jobs had been in 

place for a long time, and researchers essentially took it as a given. 

With the advent of high speed internet and dedicated job search websites, this picture has drastically 

changed within a decade. While only 20% of U.S. unemployed workers searched for jobs online at the 
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end of the 1990s, close to 80% did so a decade later. Figure 1 replicated from Kuhn (2014) shows this, 

and highlights that this marks a trend that closely mimics the role-out of high-speed internet.  

 

Figure 1: Prevalence of high speed internet and online job search, Kuhn (2014).  

Nowadays, when individuals engage in formal job search, they access an online portal where they 

usually enter keywords and geographic area and get to see jobs that match their criteria. While early 

websites such as Craigslist.com were a close replica of classified sections in newspapers, in principle the 

flexibility of web-based platforms opens up completely novel ways of providing information and to 

organize what individuals can search over and how. This allows researchers not simply to observe the 

market outcomes, but potentially to act as designers of the market place, as we will elaborate below.  

Beyond the ability to change the market interaction, an interesting feature of the online search process 

is that it leaves a digital record of the search activities of individuals and of the job postings of firms. 

These websites in general have access to (i) a massive set of vacancies including the vacancy description 

and when and for how long the vacancy was advertised. On the job seeker side they tend to track (ii) 

what job seekers search for, (iii) which vacancies they get shown based on their search, (iv) which of 

these they view in detail and mark or save for later use, and (v) whether they contact a firm through the 



portal. Sometimes the websites even record (vi) whether firms get back to individuals through the 

portal.  

Records on (i) – (iv) are standard in most job search portals and already offer in unprecedented detail a 

view on the job search process on both sides of the market. Records on (v) are present for some 

websites, and (vi) is not yet common. If (v) and (vi) exist they often comprise only one of several ways 

that job seekers and firms can use to get in touch and therefore provide only a partial view. But as 

websites gain in sophistication and provide ever easier ways for both market sides to interact within the 

platform we are likely to see a more comprehensive view on these dimensions. And since some of these 

websites are run by the government or record official government identifiers, it is sometimes possible to 

(vii) link this data to administrative records of firms, workers, or even of matched worker-firm data.  

Researchers are therefore now in a position to study in depth the process of job search, selection, and 

hiring. I expect that this will offer a revolution in our understanding of the hiring stage in labor markets, 

and this article reviews some of the recent advances on this below. Yet those only scratch the surface at 

this early point in this line of research. Given the wealth of papers in the macro-labor literature that 

have opened the black box of the matching function a little bit but lacked any observational data 

confirming their specifics assumptions, it seems that there is scope for a corrective wave of empirical 

research that will allow us to sharpen the models we use.  

Returning to the theme of “search design” with which this article started, it is important to realize that 

the wealth of data that is now available plus the data that is available from administrative records might 

enable platforms and market designers to improve the market interaction. This is possible not only 

because of the new data, but because the arrival of online search engines enables (viii) the ability to 

optimize the search process and to customize/randomize information. Online platforms routinely 

explore improvements to their platforms by trying new designs on a subset of the market. They can do 



this as assigning information differentially to different users of the website is relatively easy, while it 

might have been difficult or impossible in the times where this information had to be printed in online 

newspapers which were then available to everyone in the market. Labor economists could exploit this 

variation.  

They can contribute to designing this variation by using insights from labor economics to guide them. 

This process of “search design” has at least two dimensions. First, one can design which additional 

information is provided to help job seekers. Given the general information overload that people are 

exposed to, a crucial choice is which type of additional information to provide. Examples that come to 

mind for a labor economist are to display related occupations and jobs within them, or market 

tightnesses. Second, economists can aid in thinking through the fine details of the search process per se. 

Are keywords the best way to search? Should one allow other dimensions, such as search by market 

tightness? If so, which other dimensions should be “searchable”, and how would an algorithm trade 

them off.  

Third, labor economists can try to randomize other information within the market to understand better 

the workings of that market. Sending (fake) CV’s randomly to employers has been in the repertoire of 

empirical economists for more than a decade to understand how employers would choose amongst 

potential employees. The online setting offers opportunities to do similar interventions easier and 

cheaper, and possibly for both sides of the market. This opens new opportunities to delve deeper into 

the workings of the labor market.  

Both the study of novel observational data, and the ability to change the search process itself and to 

assess the outcome in a random fashion, have the potential to transform the way we understand and 

approach labor markets. The second part of changing the search process offers the additional exciting 



avenue for economists to become active in shaping the market interaction, rather than just acting as 

passive bystanders that take the search frictions as given. This is the key message of this lecture. 

In the remainder, I will use Section 2 to highlight some of the few existing papers that study novel 

observational data. The section will display the new possibilities for research that such data offers. 

Section 3 highlights a design approach to labor market search, and how to evaluate the success in a 

randomized design. It also reviews work on understanding the market through small randomized 

interventions in the market at large. Given that this work is just starting out, there is not a wealth of 

work yet to draw on, and Section 3 will be based on joint work with my co-authors Michele Belot and 

Paul Muller. Section 4 concludes with an outlook to future developments. 

2. Selected Studies using Observational Online Search Data 

This section reviews some of the recent work using observational data from online search sites. The aim 

is not an exhaustive literature review. Rather, this is an attempt to showcase the type of questions that 

can be tackled and the type of data that are out there to do this. Let’s first review papers that focused 

mostly on the firms in the market, before examining those that focus more on the worker side. 

One of the earliest papers in this line of research is the work by Kuhn and Shen (2013) that studies the 

firms’ side of the online search process. They are interested in the demand for labor of different gender. 

This is hard to observe in most industrialized nations, but in some important developing nations such as 

China it was until recently allowed to state gender preferences for jobs. They analyze the content of job 

postings on a Chinese job search website to understand preferences for gender and other employee 

characteristics. About 1 in 10 ads specifies an explicit gender preference, and this is evenly split amongst 

preferences for men and women. Maybe one the most interesting findings is that gender preferences 

are not simply an overall employer taste: Almost 2/3 of the variation in advertised gender preferences 

occurs within firms. It is also not all about the occupation: 1/3 of the variation is within firm-occupation 



cells. Gender preferences do correlate with other demanded attributes such as age, height and beauty, 

while they are less correlated with statements about skills. Gender preferences are overall less common 

in higher skill labor markets, though. This is an exciting paper because it allows us to study expressed 

preferences on a particularly sensitive domain from a vast set of job postings. China now changed its 

policy and gender preferences are no longer permitted, though in other developing countries this is still 

common.  

It remains a question whether stated preferences of employers affect job applications and selection. 

Alternatively, they could simply be meaningless cheap talk that has no real effect on application and 

hiring decisions. Kuhn, Shen and Zhang (2019) show for the same setting in China that stated gender 

preferences substantially reduce applications from the other gender, and imply a large interview penalty 

for those of the other gender that do apply. That seems to indicate that such statements are powerful in 

guiding job applications. From a data perspective the remarkable point of this paper is that they can 

trace all stages of the process up to the interview invitation by employers – albeit only for a selected set 

of employers.  

Could one exploit novel online search data to study gender or racial preferences even in an 

industrialized country where discrimination is prohibited? Hangartner et al (2019) find a clever way to 

study this in Switzerland: There recruiters can look through the files of job seekers registered at the 

national employment agency. The researchers can extract background data about the job seekers, such 

as nationality or gender. They can then see how much time recruiters spend on the profiles, and 

whether they select them for an interview. This is still work in progress, but on the ethnic dimension 

recruiters do not spend less time on minorities, but still select them with a much lower probability. This 

is one example where online search data can help shed light on hidden preferences in developed 

countries, but it also illustrates the power of such data, as in this case researchers can link the profiles to 

administrative data to control for many dimensions of heterogeneity. 



Even for less controversial employer preferences such as for experience or particular types of training, 

an interesting question is how they evolve over the business cycle. Villena (work in progress) studies 

how such stated preferences evolve over the business cycle on a large job board in Chile. Even within 

very narrow job titles, they document that stated requirements become more demanding in downturns, 

showing the power to use these new data over time. 

A particular area where better observational data can help is in validating the structural assumptions 

that underlie existing economic models. A good example related to my own expertise is the work by 

Kettemann et al. (2018) in which they manage to link online vacancy postings in Austria to 

administrative data on the firms and their workforce. They use it to understand the link between wage 

offers, vacancy durations, and firm growth. Recent empirical work by Davis et al (2013) showed that in 

the US firms that grow faster fill their vacancies much quicker, and Kaas and Kircher (2015) build a 

calibrated model that rationalizes this through directed search where fast-growing firms post higher 

wages to attract more workers per vacancy. Kettemann et al (2018) examine the details of the 

relationship between entry wages and vacancy-filling-probabilities, and observe the right qualitative 

relationship after controlling for worker heterogeneity but a tension in magnitude that might require 

either further datawork (as the theory relates to net present value of job which might differ from the 

entry wage) or novel model ingredients. This paper exemplifies the creative combination of search data 

and administrative data. 

Papers that focus more directly on the workers’ side of the online search process include, for example, 

the work by Marinescu and Rathelot (2018) on the size of labor markets. They consider data from 

Careerbuilder.com on the job search behavior of hundreds of thousands of individuals in the US. They 

improve on the usual assumption of fixed geographic boundaries that delineate separate geographic 

labor markets. In this work they operationalize a flexible way to think about the size of local labor 

markets using the job applications that individuals make on this platform. While most job search is local 



in the sense that job seekers are 35% less likely to apply to jobs more than 10 miles away from their 

residence, still a non-trivial fraction applies long-distance with more than 10% of applications crossing 

state borders. Differences between education groups exist but appear modest. Computing gains from 

bringing workers and jobs closer together are also very modest, as most jobs are sufficiently local to 

generate high matching probabilities.  

Marinescu and Skandalis (2018) highlight the power of linking online application data of workers to their 

administrative records, using data from the French employment services. They can connect online job 

application behavior to administrative records on benefits, unemployment duration and time of 

reemployment.  They revisit the question how job search changes as workers approach the end of their 

unemployment duration. They show that workers increase their search intensity and decrease their 

target wages in the quarters before benefits exhaustion, while it remains relatively stable afterwards, as 

predicted by standard job search models. As one of many advantages, here they can study what 

happens to an individual worker over time using fixed effects, while usual studies that simply observe 

whether a worker finds a job cannot easily do that, which might explain why other studies often come to 

different conclusions that favor more complex models with reference-dependence or present-bias.  

Another example of linking online job search data to other data sources, Belot et al (work in progress) 

take experimental data on risk and time preferences. They record these experimental measures in the 

lab and then follow job seekers for 12 weeks observing parts of their online job search and taking 

survey-based measures of other search activities. This work finds low level of present bias in line with 

the previous one, but they do find that lower discount factors and present-bias (when it is present) is 

correlated with differences in job search activities.  

The main point of this section was to showcase the wealth of observational data on job search of firms, 

workers, or both sides of the market that allows us to test theories and show empirical patterns to 



develop new ones in a way that has been unprecedented. It also highlights the ability to link the richness 

of other data sources to these new online search observations. 

 

3. Redesigning the Job Search Process and Randomized Assessment 

The other real novelty that I outlined in the introduction concerns increased ability to provide 

information, re-design the job search process, and to assess the effectiveness using randomized designs. 

Online systems are inherently more flexible and meant to deal with information on an individual level 

basis, which facilitates this revolution. While there is not yet much work to showcase in this agenda, this 

is likely to change due to the general experimentation on online platforms and the involvement of 

economists in it.  

Here I will simply illustrate the potential with two papers of mine joint with Michele Belot and Paul 

Muller. The first aimed to redesign the search process and information available to job seekers. This 

“search design” or “information design” was intended to reduce occupational mismatch in the labor 

market. The second aimed to see the reaction of job seekers to a randomized set of attributes (mainly: 

wage) in job announcements to elicit their “application elasticity”, which is a key ingredient in labor 

search models and in our understanding of the workings of these markets.  

3.1 Search Design and Information Design 

The literature on technological change has emphasized that some occupations are in decline while 

others are on the rise (e.g., Autor and Dorn, 2013). Workers in those occupations might have to look for 

employment in other occupations to the extent that their skills allow such a transition and enough jobs 

are available to absorb their labor. If they lack knowledge on where to search, they might get stuck in 

their declining occupation. Building on initial work by Sahin et al. (2014) for the U.S., Patterson et al. 



(2016) highlight an increased mismatch over the recent recession in the U.K.: There are now much more 

occupations that either have few jobs but many workers who state that they are looking for them or 

many jobs but few workers who say that they are looking for them. Making strong assumptions on the 

ability to obtain jobs in other occupations, this paper attributes a five percentage points loss of 

employment and more than 15 percentage points loss in output relative to pre-great recession levels to 

this mismatch. 

In Belot et al. (2019) we aimed to help job seekers to navigate the new economic environment by 

redesigning the job search interface with lessons from labor economics in mind. We aimed to provide 

better information to aid occupational transitions, and to design the search such that this is easy to 

achieve. After building such a novel job search platform, we tested it relative to a replica of a “standard” 

job search interface that mainly relies on individuals’ own keywords to search for jobs. Obviously such 

keywords presuppose some knowledge of which other jobs to look for, while the new platform is 

intended to provide such knowledge. We then secured a large number of up-to-date job ads and 

enlisted 300 job seekers in a 12 week panel to test our re-designed search and information platform. 

The key question in this agenda of “search design” and “information design” is exactly which 

information to supply, how to supply it, and how to link it to available vacancies and the rest of the job 

search process. One could certainly think about machine learning algorithms similar to those on Amazon 

or Netflix in the spirit of “those who applied to this job also applied to those jobs”. There are two main 

things to keep in mind when pursuing this path. First, jobs usually are scarce, in the sense that if one 

worker is hired the job tends not to be available for others any longer. Any algorithm has to deal with 

such scarcity. Second, it is well known that a lot of jobs that people find are through other job search 

channels than formal internet search. They might approach acquaintances employed in occupations that 

they deem relevant, approach employers proactively even if they have not announced a vacancy, etc. To 

the extent that we want to provide information that job seekers can also deploy in such other search 



activities, then one might want to provide this information in a way that is sufficiently easy and 

transparent to job seekers. That way they can internalize the information and use it even when they 

search by themselves. 

In Belot et al. (2019) we opt for a “simple” form of advice on the occupational level. Our main piece of 

advice relies on occupational transition matrices. We ask individuals which type of job they are looking 

for. Then we look at other workers that were employed in this occupation, and consider the occupations 

to which they transit next. We recommend the most popular of these transitions. The underlying idea is 

the following: if others workers manage the transition, they must have had sufficient skills to obtain 

work in those new occupations, and there must have been jobs available in these new occupations. So 

other individuals in this occupation might have similar skills and therefore opportunities in the new 

occupation. Apart from showing those occupations that have most transitions, we also show workers 

those occupations with the highest skill transferability according to O*net.  Figure 2 shows a screen shot 

of our site showing recommended occupations for someone who states that she/he is looking for a job 

as waiter.  



 

Figure 2: Screen shot of the treatment website in Belot et al (2019) recommending additional occupations for someone looking 
for jobs as "waiter". Clicking the "search" button retrieves jobs in all recommended and selected occupations, not just as 
"waiter". 

The main difference to traditional search platforms is that here the individual only needs to know what 

type of job he is looking for. He does not need to know what other types of jobs he should consider, or 

what keywords would return those jobs. We list the occupations so that it is easy for the individual to 

use that information elsewhere in their search activities. Occupational information of this form is a bit 

dry and “academic”, so it might be important to link it directly to the actual jobs that individuals could 

apply for. The platform was designed to make this easy: if the job seeker hits the search button he will 

see all jobs in all the occupations that were recommended (unless deselected) and not just the initial 

occupation she/he considered. This is behaviorally easy and does not require any particular 

sophistication on part of the job seeker.  

Workers could also click on maps that show them market tightnesses for the various recommended 

occupations in surrounding geographic areas (in our case: all of Scotland), though the data that we could 



find to compute market tightness was only available on more aggregated occupational codes. Figure 3 

shows an example of the visual presentation of market tightness.  

 

Figure 3: Screen shot of "heat map" in Belot et al (2019), where darker colors indicate a higher number of job seekers per 
vacancy for this location and the particular occupation. 

 

Obviously the results of our market design will only be as good as our recommendations. To test this, we 

managed to convince of the largest job boards in the UK to give us all their job postings. This allowed us 

to provide access to vacancy postings that account for more than 80% of the official vacancy count. See 

Figure 4 for more details.  



 

Figure 4: Vacancy data in Belot et. al (2018, 2019). Left panel: Vacancies on the search platform over time for the U.K. as a 
whole (solid line, right horizontal axis) and for Edinburgh in particular (dashed line, left horizontal axis). Right panel: Official U.K. 
vacancy count (solid line) and U.K.-wide vacancies on the platform in each of the two experimental waives (dashed lines).  

 

We then recruited roughly 300 job seekers in Edinburgh to take part in our study for 12 weeks, by 

coming to our computer laboratory and searching from there on our website for at least half an hour. 

We provided them with printouts that could be used to verify their job search with the local job centres 

if they wanted to.  

Clearly 300 job seekers is a limited number, and they are sampled in a particular location. The number is 

too small to account for example for general equilibrium effects of our recommendations. But it allows a 

first assessment with a lot of control, and gives us the ability to also survey them on their other job 

search activities.  

All individuals start the first weeks with a standard interface where they themselves indicate keywords 

or occupations. In week 4 half of them are offered the advice interface. They can switch back and forth 



between both interfaces. The control group continues with the standard interface. To gain power we 

estimate a difference in difference specification using a panel model with individual random effects. 

We find that treated individuals indeed significantly broaden the occupational variety of jobs they list on 

the website, measured by differences in occupational codes. This masks individual heterogeneity. As 

expected, among those that search in the first three weeks among a narrow set of occupational codes, 

the intervention generates a large increase in the breath of occupations they look at. The opposite holds 

for those who already considered a very wide array of occupations prior to our intervention. A similar 

effect happens for job applications, though the aggregate effect is non-significant. There is little 

evidence of effects on the overall number of views or applications, with some indication that individuals 

now apply closer to their residence (maybe because they now have a larger pool of vacancies under 

consideration that requires less physical distance).  

Our re-designed job search platform and the associated changes in job search and application activity 

lead to an overall increase of job interviews by 44%. This increase is entirely concentrated amongst 

those who search narrowly in the first three weeks prior to the intervention. For these interviews 

double. The others see no effect.  

Point estimates indicate the largest effect for interviews obtained through search on our site, but 

interviews increase significantly even for jobs that are found through other means. This indicates that 

the type of information we provide is used also when individuals search through other channels. So it 

seems important to design advice in a way that allows job seekers to internalize them. The effects are 

largest amongst people with somewhat longer unemployment duration, maybe because they realize 

that it is hard for them to find jobs and so they are more willing to adjust their search and application 

behavior to the additional information we provide. Our study is unfortunately substantially 

underpowered to detect employment effects even if they were of similar magnitude.  



The main message from this paper is that it is possible to advise job seekers at very low marginal cost by 

re-designing the information and search interface. The current design is replicable on a larger scale that 

will hopefully shed light on employment outcomes rather than interviews, account for equilibrium 

effects, and assesses other ways of improving the search process. Studies in cooperation with public 

sector partners are under design or under implementation in Denmark, France, the UK, the Netherlands 

and Switzerland, amongst others, and probably more are on the way in the private sector. The idea to 

actively influence the way people search could create a new market design phase in economics. 

3.2 How do job seekers react to job attributes  

Another dimension on which our knowledge of labor search is limited is in our understanding of how job 

seekers react to particular attributes of the vacancies they face. A dimension that is of particular 

importance is their reaction to wage information contained in job announcements. This is relevant: if 

higher wage announcements are effective in attracting workers, this introduces a more competitive 

element into the job search process which recent models of competitive search emphasize (see Wright 

et al. (2019) for a survey). Alternatively, such wage information could be meaningless cheap talk, 

rendering search essentially random on the wage dimension. 

The new digital platforms in principle allow us to expose some job seekers to job ads where the 

attribute of interest – here the wage – is randomized. This allows a clean identification. Such 

identification is difficult to obtain in observational data and has led to different insights depending on 

the amounts of controls that are used: higher wages correlate with less applications when controlling for 

detailed occupational codes, but correlate with more applications when controlling for detailed job titles 

(Faberman and Menzio 2018 for the first finding; Marinescu and Wolthoff, forthcoming, for both 

findings). The latter holds true even if the wage is not shown to job seekers (Banfi and Villena-Roldán 



2019), suggesting that other dimensions in the job announcement correlate with the associated wage 

and might drive parts of the findings. This remains an open issue.  

A research strategy of placing some realistic research ads that have randomized attributes but are not 

real within a large set of real jobs has the advantage that one can randomize across jobs in many 

occupations, but raises ethical concerns. The digital nature of the market interaction allows a mitigation 

of these concerns to a large degree: for example, by revealing the research nature of a particular ad 

when individuals express interest in applying, i.e., before the actual application cost has been incurred. 

We pursue this, and also ask participants explicitly for consent to a very limited number of such research 

vacancies. These were constructed from outdated vacancies, from each of which we create a pair of 

nearly identical “twins”, one randomly gets assigned the original wage and the other a wage that is 

increased by 20% or 40% (corresponding roughly to 0.5 or 1 standard deviation in the occupational wage 

distribution). In the end, over the course of the experiment we place around 300 “twins” within the 

large set of real vacancies in Edinburgh that is depicted in Figure 5, implying a stock of fake vacancies 

below 2%. 

Controlling for “twin” fixed effects, there is an application elasticity of 0.7, meaning that a 20% increase 

in the wage increases job applications by 14%. The vacancies were posted a day apart to not be 

suspicious, and controlling for which one was posted more recently is relevant but does not significantly 

alter the coefficient. Interestingly, a large number of applicants who apply to the low wage do not apply 

to the high wage “twin” even for job seekers that had both vacancies displayed to them. Competitive 

search models rationalize this with a concern for competition at the higher wage, and in surveys we find 

indications of this effect.  



This highlights how one can use these new forms of engagement to investigate the interest of job 

seekers in particular attribute of jobs, while reducing the cost that this imposes on job seekers to a 

minimum.  

4. Conclusion 

This lecture argues that the new data that digital job search portals collect allows researchers to zoom 

into the search behavior of workers and firms in way that is unprecedented. It provides a wealth of 

novel, better measurement of search activities that will allow us to confront many existing theories with 

details that were until now hidden, and will allow us to sharpen the models we end up using.  

Maybe even more importantly, the ability to alter the information and the search process itself allows 

economist and market designers to change role: instead of a passive bystander that takes the matching 

frictions as given, she/he can now aim to reduce these frictions and improve market outcomes.  

The fact that randomization on the individual level is relatively simple on search portals allows a 

validation of these attempts with rigorous standards.  

This lecture reviewed some of the novel ways the observational data has been leveraged, and highlights 

first attempts to redesign the search process and the information in them.  
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