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generated, integrated in an online job search platform, and fed into actual search

queries. Effects on ‘reaching a cumulative earnings threshold’ and ‘finding a sta-

ble job’ are positive, large, and are more pronounced for those who are longer
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1 Introduction

Long-term unemployment is a significant burden on European economies and for those

directly affected by it (e.g., Machin & Manning, 1999; Layard, 2005; Ljungqvist &

Sargent, 2008; Duell, Thurau, & Vetter, 2016), and helping to reintegrate such individ-

uals into the labor market is a prime policy target. Reducing long-term unemployment

is also a policy priority in the UK, and the US congress recently passed the "Long-

term Unemployment Elimination Act".1 The barriers long-term job seekers face in

(re-)entering employment are likely to be substantially higher than for other groups.

One important barrier may be informational: since a large fraction of job seekers has

little or no work experience, it may be particularly challenging for them to identify

suitable jobs.

Providing assistance to job seekers in a cost effective manner is a challenging goal.

Interventions aimed at providing tailored advice typically involve large personnel costs

that often dissipate the benefits (e.g., Behaghel, Crépon, & Gurgand, 2014; Cottier,

Fluckiger, Kempeneers, & Lalive, 2018). However, the advances in information tech-

nologies and the shift of formal job search to online platforms over the last 20 years

(Kuhn, 2014) offer new opportunities for providing advice at very low-cost. In this

study we examine the potential for providing on-line advice to a population of hard-to-

place job seekers. Participants in the study are unemployed for at least six months, and

most for more than a year. As is common among the pool of long-term unemployed,

many face some form of disability and a non-trivial fraction (10%) has never worked

before.

We collaborated with a private sector company charged with placing long-term un-

employed job seekers on behalf of the UK government, and implemented an intervention

on their online job search engine. Advice about suitable occupations is provided di-

rectly at the point of online job search, which makes it cognitively easy for participants

to turn advice into action. We evaluate the intervention with a randomized controlled

trial with 800 long-term unemployed participants who searched on the job portal of the

partner organization. A treatment group was exposed to the advice, while a control

group searched in the usual manner.
1The UK’s £2 billion kickstart scheme is targeted at youth at risk of long-term unemployment (see,

e.g., UK-government (2021).
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Our primary pre-registered outcome is the duration until reaching an earnings

threshold and we find that after 9 months, the probability of reaching the threshold

improved by about 3 percentage points.2 The probability of having found a job last-

ing at least six months is 5 percentage points higher. These effects constitute a 20%

to 40% increases relative to baseline. These are economically large and statistically

significantly different at the ten percent level relative to the control group.

In terms of concrete implementation, the treatment provides two elements of advice

at the point where job seekers specify their ’jobgoals’, which are occupations they are

interested in. One is provided through a "carousel" with 18 occupations that require no

formal qualifications and are in high demand. They can easily scroll through them to

get basic information about these no-qualification occupations and can select them as

jobgoals. This is intended to help job seekers who find it challenging to define suitable

jobgoals, which is particularly relevant for our target group. The second element of

advice is a series of suggestions based on the selected jobgoals (including those selected

from the carousel). These suggested occupations either experience frequent employment

transitions from individuals already working in the initial choice of jobgoal, or they

require similar skills. This part is intended to further broaden the search range (see

Belot, Kircher, and Muller (2019)). Participants can switch the suggestions on or off

at will.3 Our intervention was delivered without adjustment to the usual services that

are offered to this target group. We rely on administrative records on job finding and

earnings for these participants, which were provided to us by the partner organization

on behalf of the UK Department of Work and Pensions, who acts as final data controller.

For our primary outcome, point estimates and significance of the intervention are

strongest among those with above median unemployment duration (beyond 1.5 years)

where effects are about 50% larger than for our full sample.4 As our sample size does not

allow many splits of the data, we pre-registered this as the only heterogeneity analysis

to investigate in more detail. We conjectured stronger effects at longer durations in

line with previous studies.
2The threshold on cumulative earnings was set to equate six month of working at 16h per week

on a minimum wage job. We provide further details on this measure and an alternative measure in
section 4.2.

3A recent study by (Van der Klaauw & Vethaak, 2022) shows that enforcing (rather than offering)
broader job search may reduce search efficiency of job seekers.

4It is important to note that in our sample all individuals have been unemployed for at least 6
months.
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Due to the unforeseen onset of the Covid-19 epidemic, we also checked robustness

by considering only participants whose outcomes are measured prior to the epidemic,

and results are stronger for this group. These insights also broadly persist when we

focus on secondary pre-registered outcome measures comprising "finding any job" (not

necessarily a stable job) and "fraction of time employed during first 15 months in the

study", as well as in a robustness check of using a duration model rather than our main

pre-registered linear probability model.

The mechanism can be traced directly to the recommendations, rather than to

adjustments to the quantity or geographic scope of job search. Individuals in the treat-

ment group do not change the number of searches they perform nor their geographical

radius, but when they search via jobgoals they include nearly four times as many

occupations. Around a quarter of the treated participants used the carousel of “no

qualifications” occupations, which doubled the number of selected occupations from

this set in the treatment group relative to the control group. This results in a signif-

icantly larger share of stable jobs whose occupation is included in our recommended

“no-qualifications" occupations, which is nearly 20% larger than in the control group.

Our study treats only a very small part of the local labor market. As such, there is

little scope for spillovers between participants. The scale of this study does not allow us

to study broader general equilibrium effects, which have been shown to be relevant in

other labor market interventions (Crépon, Duflo, Gurgand, Rathelot, & Zamora, 2013;

Gautier, Muller, van der Klaauw, Rosholm, & Svarer, 2018). In particular, it is silent

on whether an additional job found within the treatment group comes at the cost of

less jobs for others, possibly outside of the study population. Comfortingly, Altmann,

Glenny, Mahlstedt, and Sebald (2022) and Behaghel, Dromundo Mokrani, Gurgand,

Hazard, and Zuber (2022) show in related studies on online advice that there are no

negative spillovers in nontreated individuals. Given the large differences in job-finding

rates between short- and long-term unemployed, we would expect large benefits of our

intervention even if an additional job for a long-term unemployed comes at the costs

of one less job for a short-term unemployed: the generally higher arrival rate of the

latter allows faster re-employment and lower cumulative benefit payments compared to

prolonged unemployment of the former.

The rest of the paper reviews more of the related literature in Section 2 and provides
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details about the field experimental setup in Section 3. Section 4 provides the empirical

analysis focusing on the primary specification and outcome variables from the pre-

analysis plan. It also provides sub-group analyses, studies the underlying mechanisms

and considers robustness to secondary outcome measures and empirical specification.

Conclusions are offered in Section 5.

2 Related literature

Our study relates to labor market interventions aimed at long-term unemployed job

seekers. In meta-studies on active labor market interventions (Card, Kluve, & Weber,

2010, 2018), active labor market policies are generally found to be more effective for

long-term unemployed. This is particularly the case for training programs and private

sector employment subsidies, while the impact of job search assistance is generally not

statistically significant (Card et al., 2018, Table 9). Their definition is broad though,

and includes “job search assistance or sanctions for failing to search" (Card et al., 2010,

p. 455), which tend to be combined in many interventions. Sanctions have been shown

to shift search activity from informal channels to formal channels (e.g., Van den Berg &

Van der Klaauw, 2006), thereby reducing overall effects. In contrast, pure information

may have positive spillovers, as the information can also be used in informal job search

(see Belot et al. (2019) for supportive evidence). This increases the likelihood to find

positive overall effects on outcomes such as job finding.

Our focus is purely on job search advice, without associated sanctions. We provide

such advice at low marginal cost online. To our knowledge, Belot et al. (2019) is the first

research study to directly redesign a job search engine and incorporate automated ad-

vice. With a sample of 300 participants they document large increases in job interviews

above 40% on average, and twice the effect size for those with longer unemployment.5

This study differs in three crucial dimensions. First, we focus on a different target pop-

ulation in which 80% are unemployed beyond 1 year, while they focus on short-term

unemployed where 75% are unemployed below six months. Second, our intervention is

targeted to our study population by providing suggestions for “no-qualification” jobs

that are easy to get, on top of suggestions using an occupational transition matrix.
5Belot et al. (2019) find an overall point estimate of 44% on job interviews, significant at the 5%

level. For those with above-median unemployment duration (above three months), their effect size is
90%, significant at the 5% level.
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Third, and importantly, we use administrative data and our outcome measures cover

job finding and earnings, while their study used survey measures and focused on job

interviews. Little is yet known about the conversion of automated advice into jobs,

and our study fills this gap by focusing on job finding for the particularly vulnerable

group of long-term unemployed job seekers.

Kircher (2020, 2022) review how the transition to online job search has created

new research opportunities, and the latter formalizes several features that lead to im-

provements not just for the treated but also in aggregate. These include attempts to

redirect job seekers from markets with relative scarcity of vacancies to markets with

relative abundance, and to focus on the long-term unemployed. This study integrates

both: our “no-qualification" suggestions are selected to be in markets where jobs are

relatively easy to get, and participants are long-term unemployed. While our study

has not been designed to test for spillovers, contemporaneously and complementary,

three differently but beautifully designed studies also embed advice to less congested

markets and test for the general equilibrium implications, albeit without a direct focus

on the long-term unemployed:

Altmann et al. (2022) provide advice in the spirit of Belot et al. (2019) in a large-

scale study with Danish unemployed job seekers, and vary the treatment intensity

across regions as in Crépon et al. (2013). Beyond advice from transition matrices,

they also provide information on the number of jobs in a different treatment arms

and study the interaction of both. They find significant and large effects of around

9% for working hours and earnings in the year after the intervention if less than 50%

of the local population is treated. Effects become insignificant at higher intensities.

Interestingly they find no negative effects of the intervention on the group of non-treated

individuals. They attribute this to too many people in the treatment group pursuing

the same new suggestions, which leads to crowding out within the treatment group but

actually more opportunities for the non-treated group. This alleviates the worry about

the non-treated. Nevertheless, they recommend to keep treatment intensities lower

to avoid externalities among the treated and target only small subgroups such as the

long-term unemployed. In addition they find weak evidence for larger effects at longer

unemployment durations (above three months), but do not consider the long-term and

hard-to-place individuals who constitute our focus.
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A second study to consider spillovers is Le Barbanchon, Hensvik, and Rathelot

(2023), which introduces collaborative filtering which interprets user clicks on a plat-

form as expressions of interest, and users with similar clicks as sharing similar interests.

A user then gets recommendations based on clicks by other users with similar interests.

In the “two-sided” experiment on the job search site of the Swedish Public Employment

Service, half of vacancies and job seekers are treated. Some labor markets are left out

as supercontrols. The paper shows statistically significant but modest improvements

in employment by 0.6% among treated individuals after six months, and small and in-

significant general equilibrium effects. At the vacancy-worker level, a recommendation

does increase employment substantially by 5%, but averaging over the loss from not

applying to control vacancies reduces employment effects to less than half that size,

with only a minor role for congestion. Vacancy recommendations that are away from

the worker’s reference occupation in the sense of (Belot et al., 2019) have substantially

larger effects on job applications and employment. This gives some indication that

focusing on jobs in alternative occupations as in our paper might provide key informa-

tion for job seekers. Since we work with long-term unemployed job seekers, our setting

might be less suitable for collaborative filtering based on their own clicks, as such job

seekers might lack a good sense of where to click in order to obtain a job successfully.

The third study to consider spillovers is Behaghel et al. (2022) who invite a large

sample of French job seekers to a website that provides personalized information on

specific firms that are likely to hire. The recommendations are designed to move in-

dividuals from slack to tight labor markets and are sometimes directly embedded in

the email. Treatment intensity is not varied, but average directed and indirect effects

are considered as in Hu, Li, and Wager (2022) to reveal externalities. They find pos-

itive direct effects for female subjects (a 2% higher job finding rate). They also find

indicative evidence of positive effects for non-treated individuals. The relatively small

effect size is hypothesized to be due to the design which provides the information in an

email, rather than directly at the stage of job search. Our setup differs, as information

is provided within the search interface.

Dhia et al. (2022) also report on an encouragement design to another French website

that provides broad assistance and advice to job seekers in France. The website’s

services include personalized advice on sectors and geographic locations; step-by-step
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planning assistance; regular reminders and encouragement messages; and general tips,

such as how to behave during a job interview. The advice provided touches on a much

larger range of aspects of job search and the tailored job search advice part is not

directly linked to any actual vacancies. Effects in their setting are very small or absent.

Two differences might explain the small effect size. First, large treatment intensities

can reduce effect sizes (Altmann et al., 2022). Since only a small part of the individuals

who are treated actually sign up to the website, this might not be the full explanation.

Second, our design provides tailored and individual-specific occupational advice and

makes it cognitively easy to incorporate the advice by directly linking it to available

vacancies. This might explain why our effects are larger and detectable in smaller

samples.

Attempts to provide low-cost advice have also been made offline: Altmann, Falk,

Jäger, and Zimmermann (2018) sent a brochure with generic job search advice to a

large number of unemployed in Germany. They find significant positive effects only for

those with risk of long-term unemployment. Reasons for the low overall impact may

be the advice being rather generic or again that the advice is detached from actual job

search.

In contrast to studies focusing on traditional in-person counselling, delivering advice

online is substantially less costly. For a recent comparison, Cottier et al. (2018) evaluate

an in-person counselling program targeting long-term unemployed in Geneva, using

a comparable sample size. The advice consists of writing job application packages,

offering help in finding job vacancies, contacting prospective employers to enquire for

vacant positions and referral of candidates. They report effect sizes similar to ours

at medium duration, but the monthly cost for each additional participant amounts to

1000 Swiss Francs (roughly equivalent to 1000 Euro) during the first six months and

500 Francs for the rest of the first year.6 Similarly large costs have been reported by

Behaghel et al. (2014) and other studies cited therein, and are the reason that the cost-

benefit analysis for in-person advice through private sector agencies in their setting does

not come out positive. The marginal cost in our online job search setting is essentially

zero. Despite the need to design and integrate the advice into the partner’s job search
6The impact on employment is around 5 percentage points during the first year, similar to our

findings. It reverses to zero in the second year. Our results remain positive even at 15 months, but
due to significant attrition after 12 months we do not explore this in the paper.
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site, even the average cost per job seeker is trivial compared to the costs of in-person

studies.

Relative to the existing literature, our main contribution is to focus on longer-term

unemployed, who face specific challenges in reintegrating into the labor market. To

address the specific challenges, the advice was specifically fine-tuned towards this group,

including suggestions of occupations that do not require specific qualifications, and are

high in demand. As in a number of other recent studies, we are also able to evaluate

the impact of intervention on long-term labor market outcomes using administrative

data.

3 Experimental details

3.1 Context and Partner organization

The experiment was implemented in the United Kingdom at the start of 2019, in

collaboration with a large, international provider of support programs for unemployed

job seekers towards finding employment. In the UK, job seekers initially sign up with

a local public job center that offers a range of services, including regular meetings with

a caseworker, whose role is to both monitor the job seekers’ search efforts and provide

advice.

After a year registered as unemployed, a job seeker has to transfer to one of the

government’s workfare programmes that are run by private companies.7 In 2017, Eng-

land and Wales rolled out a specific program called “The Work and Health Programme"

(WHP) that predominantly helps disabled people, as well as the long-term unemployed,

and certain priority groups (known as early access groups) to enter into and stay in

work. The WHP offers tailored support to meet individual needs. Examples of the

type of support available may include participants having personalised support with

regular face-to-face contact, liaison with local health and well-being professionals and

with dedicated employer experts with knowledge of the local labour market and job

opportunities. Providers will support participants for up to 15 months. This may be

extended for a further 6 months to provide in-work support, to a maximum total of 21
7Note that outsourcing of counselling and placement services is becoming increasingly common in

a number of countries like the UK, Germany or France. Whether this results in more or less effective
support to job seekers is debated (Bennmarker, Grönqvist, and Öckert (2009), Behaghel et al. (2014),
Krug and Stephan (2013))
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months on the WHP.

The providers are paid a service delivery fee as well as outcome-related payments

when a person reaches a specified level of earnings once in employment, or records

6 months of being in self-employment. The private company we collaborated with is

one of the largest private providers of support services for job seekers. It was initially

founded in Australia in the 1980s and has since then expanded to a number of countries.

The company specializes in programs for job seekers who require special assistance,

such as long-term unemployed and also offers rehabilitation services to injured workers,

supporting their return to work.

Note that in terms of financial assistance, UK job seekers are eligible to receive a

"Job Search Allowance" (JSA) for a limited period of time (up to six months) provided

they meet the eligibility criteria.8 Once the JSA ends, a job seeker can apply for

Universal Credit. The amount of support they receive is based on circumstances, such

as health condition or disability, income and housing costs.

At the time of the experiment, the UK unemployment rate was at a historical low

of 3.9%. The region North-West of England, where the experiment was conducted, had

a level of unemployment comparable to the national level (3.6%)9. The share of long

term unemployed (i.e. searching for a job for longer than a year) in 2019 was 24% in

the UK.10

3.2 Occupational suggestions

The online intervention consisted of integrating occupational suggestions into the job

search interface. This type of intervention fits with developments in “online recom-

mendation systems" that have recently burgeoned across various markets (Bergemann

& Ottaviani, 2021). To our knowledge and aside from our previous study (Belot et

al., 2019), the only other study that evaluates an algorithmic recommendation system

focuses on a specific online gig platform (Horton, 2017).
8At the time of the experiment, the criteria included being at least 18 years old (some exceptions

apply for 16 and 17-year-olds), being available to work, being below the State Pension age, not in
full-time education, be in England, Scotland, or Wales, not working at the moment (or less than 16
hours per week as an average), be single (or having a partner who is working less than 24 hours a week
as an average), not having an illness or disability that stops you from working and having no more
than £16,000 in savings (including any savings that a partner has).

9source: UK Office Of National Statistics, https://www.ons.gov.uk/employmentandlabourmarket/
peoplenotinwork/unemployment/timeseries/ycnd/lms

10source: OECD statistics, https://data.oecd.org/unemp/long-term-unemployment-rate.htm
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The bulk of current online recommendation systems rely on machine learning algo-

rithms, which are based on data on users’ behavior on the platform. The main challenge

job search platforms face is that they typically do not observe the end outcome of the

search, i.e., whether people found a job or not.11 The second challenge, which is partic-

ularly relevant in our setting, is that algorithms-based recommendations rely on initial

user data, and thereby are most useful when users’ search preferences are well defined

to start with. Given the population we work with, a major concern is that these job

seekers may find it difficult to identify what to look for and their search data may not

provide the best information for recommendations. Moreover, even if potentially rele-

vant information on users exists, such as their work histories or demographic variables,

using these as inputs in generating suggestions may lead to undesirable lock-in effects

and unfair bias. We therefore opted for alternative methodologies to develop the ad-

vice algorithms and ensure that the advice we provide relates to potentially promising

occupational transitions.

A first element of the intervention is to offer a number of “no-qualifications” occu-

pations, intended for job seekers with little working experience. We first shortlisted

occupations that the US Bureau of Labor Statistics associate with no formal educa-

tion requirements. 12 We then selected the 18 occupations with the largest number

of vacancies in the UK public vacancy database (Universal Jobmatch) in March 2016

(see Table A.1 in the appendix for a list of the selected occupations). For each of these

18 occupations, a short description of the job and main tasks was provided, as well as

an illustrative picture (see the Online Appendix for an example). We refer to these

occupations throughout the paper as “no-qualifications” occupations.

A second element is to provide recommendations based on stated job preferences. A

suggestion is a combination of a “base occupation” and a “suggested occupation”. The
11Naya et al. (2021) discuss in depth other problems of recommender systems, in particular how

to take into account congestion: for most jobs only one job seeker can fill it, so recommending the
same job to many people can be problematic. They provide algorithms to relieve this and to incor-
porate preferences, and circumvent the problem of observing the outcome of search by using French
administrative data.

12The occupations come from the US Bureau of Labor Statistics ’Education and training assignments
by detailed occupation’, 2014. We selected occupations for which the "Typical education needed for
entry" was described as "No formal education credential", the "Work Experience in Related Occupa-
tion" was "None" and the "Typical on-the-job training needed to attain competency in the occupation"
was "None" or "Short Term On-the-Job Training". Then we selected those with the highest number
of vacancies listed in Universal Jobmatch in March 2016. Note that we use a US source for informa-
tion on entry requirements as it provided systematic information on educational requirements for each
occupation. No such information was available for the UK.
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base occupation is typically the occupation that a job seeker is searching for, and it

might be the occupation corresponding to their previous job or to their qualifications.

The suggested occupation is the occupation that is suggested as an alternative for the

job seeker. We rely on two methodologies to generate relevant suggestions. The first

methodology creates suggestions from common occupational transitions (as observed in

labour market surveys or obtainable retrospectively from a CV database). The second

methodology creates suggestions based on the set of ’related occupations’ listed on

the O*Net website. Each methodology uses the UK SOC 2010 (4-digit) occupational

classification.

The first methodology is based on common occupational transitions in the UK

Labour Force Survey and the UK Household Longitudinal Study (“Understanding So-

ciety”). Both surveys capture employment histories, and we identify occupational tran-

sitions by changes in occupation code occurring with a job transition. We constructed

a transition matrix, which counts how often each potential occupational transition oc-

curred in the data. For each base occupation, the 10 most common transitions were

selected to serve as the first set of suggestions. Note that due to the limited size

of the underlying surveys, for many occupations there were less than 10 suggestions

available.13 This methodology ensures that suggested occupations are both fitting to

participants’ skills and are in sufficiently high demand.

Our second methodology is based on transferable skills. Occupations that require

similar skills are likely to offer feasible transitions. We used the website O*NET,

which provides for each base occupation around 10 alternative ’related occupations’

that require similar skills.14 For each occupation, all related occupations were ranked

based on the UK employment shares and the 10 largest were kept as suggestions. As

in the first methodology, this did not provide 10 suggestions for each occupation, but

there were at least 2 suggestions for 341 occupations.

The final set of suggestions offered to the users combines the suggestions from the
13As an indication, out of the 369 base occupations, there was at least 1 suggestion for 285 occupa-

tions and at least 3 suggestions for 218 occupations.
14O*NET information uses the US occupational classification, which we transfer into the

UK 2010 SOC using a crosswalk provided by the UK Department of Education (see API:
https://api.lmiforall.org.uk/). The two classifications do not map one to one, thus there are typi-
cally several US occupations linked to one particular UK occupation. In cases where a UK occupation
matches multiple US occupations, we select the US occupation that has the largest employment share
as the match. We then draw the occupations related to that US occupation from the list of ’related
occupations’ on the O*Net website.
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two methodologies.15

3.3 Online implementation

Our aim was to make the occupational suggestions easily accessible and easy to incor-

porate into job search. To do so, we worked together with the developers of the job

search platform that was used by the job seekers participating in the program. On

the platform job seekers can search for vacancies, apply for jobs, and keep track of

their progress by tracking jobs and applications. Users of the platform first create an

account, which is typically done during a meeting with their case worker. Job seekers

are encouraged to use the platform, although there are no strict obligations.

Once registered, users can search for jobs by creating ‘jobgoals’, which are occu-

pations in which they aspire to find work. After selecting jobgoals, they can perform

a search query over these jobgoals, and additionally add other restrictions based on

geographical location. Jobgoals are part of the user’s account and are automatically

saved for future job search. They can be removed or changed at any time.

Our treatment is implemented at the page where jobgoals are selected and extends

it with two elements (see the left panel in Figure A.11 in the Appendix). First, the

jobgoal selection page for the treated contains the 18 ‘no-qualifications’ occupations

(displayed on a rotating carousel), on which users can click to add them as jobgoals.

Second, when a job seeker selects an occupation and adds it as a jobgoal, the platform

shows for each jobgoal the list of suggestions of alternative occupations (a combination

from both methodologies explained in the previous section). Each suggestion can be

ticked or un-ticked depending on preferences of the user. Once the user has finished

adding jobgoals, they move to the jobsearch page.

When performing a job search query on the jobsearch page, the default is that the

query searches over the set of jobgoals plus the selected suggestions (see the right panel

in Figure A.11 in the Appendix). The search page also provides a simple button to

exclude all suggestions.16 Job seekers can also search by simply entering keywords, in
15The final set of suggestions contains all suggestions that appear in both methodologies. Next

we extend the list to a maximum of 10 suggestions using the highest ranked occupations from either
methodology.

16Of course it is not unlikely that platform users learn from the suggestions and incorporate the
information into their job search on other platforms. We regard this as a desirable feature as it
potentially increases the effectiveness of the intervention.
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which case occupational suggestions are not provided.

After performing a job search query, matching vacancies are displayed as is com-

monly the case on online platforms: job titles and locations are shown for a limited

number of jobs per page. The user can click to proceed to the next page, and can

also click on individual ads to view all information about the job. Search results can

be ordered by distance, publication date, or ‘relevance’ (based on how closely the job

matches the search keyword).

3.4 Randomization, Timeline, Data Collection, and Power

We test our intervention in a randomized experiment. The participants were all job

seekers who participated in the ‘Work and Health Programme’ (WHP) offered by the

support provider within the greater Manchester area in England.17 As explained above,

this support program was targeted specifically at job seekers who have a health con-

dition or disability, or had been unemployed for a long time (81% of our sample was

unemployed for more than one year). Those with a long-term health condition or dis-

ability are obviously a particularly vulnerable group but, importantly, they represent a

significant fraction of the population of long-term job seekers. In the large UK represen-

tative sample of the survey Understanding Society, 42.47% of the people unemployed

for more than a year reports having a chronic health condition in the year 2019.18

As part of the program, participants were encouraged to register on the job search

platform, and use it for their daily job search and keep track of their progress. The date

of registration on the platform determines selection into the randomized experiment,

with all job seekers registering after January 1, 2019 being selected. From early 2020

onward the platform was phased out and replaced by a new platform, resulting in

essentially no new participants after March 2020. We present the density of registration

dates in Figure A.1 (panel a) in the Appendix, showing that the bulk of our participants

registers in the first half of 2019. Also the number of search activities on the platform

became negligible towards March 2020, implying that the Covid pandemic did not
17As is common in the literature on active labour market policies, we test the effectiveness of our

intervention as a complement to standard assistance that participating job seekers receive.
18University of Essex, Institute for Social and Economic Research. (2022). Understanding Society:

Waves 1-12, 2009-2021 and Harmonised BHPS: Waves 1-18, 1991-2009. [data collection]. 17th Edition.
UK Data Service. SN: 6614, http://doi.org/10.5255/UKDA-SN-6614-18.
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affect job search for the bulk of participants.19

The start of the experiment was delayed by several months relative to the pre-

analysis plan. Job search is only a small part of the overall platform that customers can

use to interact with the partner organization, and overall implementation issues led to

a delayed roll-out, as well as to the premature phase-out of the overall platform. These

issues also implied that the platform was not rolled out in other geographical areas of

the WHP. The shorter duration and smaller scope led to a substantially smaller sample

size than the 17,000 participants initially expected by our partner organization and

registered in our pre-analysis plan.20 If the effect size on job finding in our intervention

is similar to the 44% point estimate in Belot et al. (2019) for additional job interviews,

keeping all other parameters similar to those from our pre-analysis plan, we would need

500 participants to be sufficiently powered.21

At the time of registration, users were presented a consent statement explaining

that an academic study was taking place to improve the job search process (see Online

Appendix for the consent statement). At this stage they were asked to consent to

(anonymous) data being collected and processed. They were informed that consent

was voluntary and not required for using the platform. If they refused, they would

proceed to the platform and would not be part of the experimental sample. If they

provided consent, the platform assigned them randomly to either the treatment group

(60%) in which case they would see our suggestions (including the ‘no-qualifications

occupations’), or the control group (40%) in which case they would use the platform

without suggestions.22

For participants in the experiment, the platform collected job search statistics which

were transferred into a research database using an API. In particular, we obtained data
19Job finding and job stability on the other hand may have been affected by the pandemic. We

return to this issue in Section 4.2.
20In the Online Appendix we provide the pre-analysis plan and an overview of the deviations from

it in terms of data collection and analysis.
21In our pre-analysis plan we computed power under the assumption of a base-rate of job finding of

28 percentage points in the control group, and type-I error of 5% and a type-II error of 20% (i.e., 80%
power). Belot et al. (2019) reported a point estimate for the increase in the treatment group of 44% for
job interviews. Using this number as the effect size for job finding, and accounting for an enrollment
ratio of 1.5 (60% of our participants get treated), leads to the reported number. For robustness, all
else equal, using the realized job finding rate of our control group (16% after 10 months) as the base
would require roughly twice the sample size. On the other hand, all else equal, using the 90% effect
size that applies to the longer-term unemployed (above three months) in Belot et al. (2019) would cut
the required sample size by roughly three quarters.

22The 60-40 split was agreed upon due to the provider’s preference to offer the enhanced job search
platform to as many job seekers as possible.
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Table 1: Balance table

Participants including those
who never searched

Those who searched
on the platform (57%)

Control Treatment P-val Control Treatment P-val
Female 0.41 0.39 0.66 0.40 0.41 0.91
Non-white ethnicity 0.25 0.26 0.76 0.26 0.26 0.89
Married/Cohabiting 0.10 0.10 0.88 0.11 0.11 0.89
Children 0.15 0.17 0.37 0.16 0.20 0.20
Jobseeker’s allowance 0.40 0.38 0.48 0.41 0.39 0.58
Disability 0.54 0.56 0.46 0.57 0.56 0.77
Unemployment duration (months) 62.20 62.36 0.96 64.84 61.44 0.47
Never worked before 0.10 0.08 0.32 0.10 0.07 0.24
F-test joint significance 0.47 0.83
Observations 525 869 1,394 298 502 800

***, **, and * indicate significance at the 1, 5, and 10 percent critical level. P-values refer to a t-test for equality
between control and treatment group. a Unemployment duration in months at the time of starting on the WHP
programme, excluding individuals who never worked before.

on all jobgoals and job search queries (both jobgoal-searches and keyword searches)

including search parameters and the returned set of vacancies. These data were, after

completion of the study, linked with data from the provider’s CRM on individual

characteristics and information on job finding and job interviews. This linking was

performed on January 15 2021, implying that job finding information is right censored

at this date.

4 Empirical analysis

The randomized assignment allows for a straightforward comparison of the control and

treatment groups. We start by presenting a balance table with descriptive statistics on

our sample. Next, we show differences in job search success measures, as defined in our

pre-analysis plan. Afterwards we briefly show evidence on job search strategies.

4.1 Descriptive statistics and balance

Table 1 shows pre-intervention balance between control and treatment groups in columns

1 and 2. The groups are perfectly balanced with no significant differences (also an F-

test does not reject joint orthogonality). Note that there are more treated (869) than

control group (525) participants, as the experiment implemented a 60% treatment

assignment. The sample is fairly disadvantaged relative to regular unemployed job

seekers: more than half have some disability and the average unemployment duration
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is around 5 years (and this excludes a 10% share that reports to have never worked

before). Our sample, thus, consists of a group of particularly hard-to-place individuals

and its unemployment duration is negatively selected even within the set of long-term

unemployed in the UK.23 We further discuss the heterogeneity of the effects when we

investigate differential effects by unemployment duration.

Out of all participants who registered on the platform, 57% used it to perform at

least one search query. Randomization into treatment and control occurred at the time

of registration, but the differences on the platform due to treatment assignment are

only visible to users when they select job goals and perform a search query. Therefore,

we can safely restrict our sample to those job seekers who searched at least once on the

platform. This reduces noise, as our intervention can only affect those participants who

actually received the advice. Columns 4 and 5 of Table 1 confirm that participants who

searched on the platform are representative in terms of baseline characteristics.24 In

addition we do not find any statistically significant differences in baseline characteristics

between treatment and control group among those who searched on the platform (nor

are the variables jointly significant). We use the sample of job seekers who searched at

least once on the platform for all remaining analyses (unless mentioned otherwise).

4.2 Primary Outcome

The goal of the intervention is to provide suggestions of suitable occupations, which

should increase the chances job seekers find employment. We test our hypothesis by

comparing job finding outcomes between control and treatment groups. Our pre-

analysis plan specified the empirical methodology and primary outcome: "finding a

stable job: duration between program start and reaching an earnings threshold". The

duration measure simply tracks whether an individuals has reached a (cumulative)

earnings threshold of 3,415 pounds (which equals working 6 months for 16 hours per

week at the minimum wage). This earnings threshold corresponds to a performance
23Table A.2 in the appendix provides a more detailed breakdown of the lengths of unemployment

duration in our sample. Among those who ever worked and are unemployed beyond 1 year, only roughly
a quarter has an unemployment duration below 2 years, while three quarters have an unemployment
duration above 2 years. This is negatively selected relative to the UK Labor Force Survey from January
to March 2019, where among individuals with unemployment above 1 year, roughly equal numbers
have an unemployment duration below 2 years and above 2 years.

24In fact a regression of ‘searching at least once’ on all covariates in Table 1 yields only ‘children’ as
a significant predictor. In addition the time at which participants registered is somewhat predictive,
with later participants less likely to use the platform.
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measure used to evaluate the service provider. The service provider ended up not being

able to share this information directly with us. For each new job, the service provider

recorded and shared contractual weekly hours and hourly wage and realized start/end

date, which we use to construct a measure of cumulative earnings for each individual.

We also construct a simple complementary measure that does not require assumptions

about earnings and hours worked: whether an individual has found a stable job that

ends up lasting more than six month. This provides a simple measure of being in a

stable work relationship, but in contrast to the cumulative earnings it does not consider

the hours or earnings and neither does it include cases where an individual is employed

for a continuous time period but switches jobs in that period.

Our empirical model is simple. For t months after registration on the platform,

define Y t
i to be an indicator equal to 1 if the duration until reaching the earnings

threshold (or finding a stable job) is smaller than t for individual i and 0 otherwise.

We then estimate

Y t
i = α+ βTi + γXi + εi, (1)

with Ti a treatment group indicator andXi a set of time-invariant control variables that

includes gender, ethnicity, disability, marital status, children, job seeker’s allowance re-

ceipt, education, unemployment duration at the time of starting in the program, and

quarter of registration dummies.25 All of our main results include these control vari-

ables, although excluding them yields almost identical results. We estimate equation

(1) for t ∈ 1 − 12, to examine how the difference in job finding between control and

treatment groups changes over the first 12 months.

Reaching an earnings threshold

The duration until reaching the earnings threshold is based on cumulative earnings,

possibly across jobs, per individual. It uses the contractual weekly hours on the job,

the hourly wage, and the start and end date of each job to construct a measure of weekly

earnings for each individual. We sum these earnings over time to obtain cumulative

earnings.

For each individual we observe all jobs found within our observation period including
25The pre-analysis plan specified that additional fixed effects would be included for the office where

the individual registered. Unfortunately, we did not receive these data.
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Figure 1: Coefficients linear regressions

(a) Reaching earnings threshold (b) Finding a stable job

Figure 2: Coefficients linear regressions excluding participants who may have been
affected by the Covid-19 pandemic (registration after 01-09-2019)

(a) Reaching earnings threshold (b) Finding a stable job

the starting date and end date and we assume the duration is right-censored for jobs

without end date.26 We exclude all jobs that started prior to registration on the

platform, as these cannot be related to our treatment.27

We present regression estimates visually in panel (a) of Figure 1 (with 90% con-

fidence intervals), where t runs from one month after registration to 12 months after
26It is possible that the end date is missing for some jobs, which would imply that we overestimate

the stability of some jobs. But since there is no reason to expect that this differs by treatment status,
this should not matter for our results. The end date is not reported for 55% of the jobs. We assume
it equals the start-date of the next job in case it exists and otherwise assume it equals the end of our
observation window, January 15th 2021.

27Jobs that started before registration on the platform cannot be affected by our treatment and
therefore do not invalidate our empirical design. Given that many jobs are short-lived, we include
participants in our analysis even if they acquired a job prior to registration.
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registration.28 The y-axis depicts the difference in the share of individuals that reached

in the earnings threshold between the control and treatment groups, after controlling

for the above mentioned covariates (the coefficient β in equation 1). The number of

individuals who reach the threshold within the first couple of months is negligible and

correspondingly the difference between treatment and control only opens up from five

months onwards. The difference grows to a 3%-points higher share in the treatment

group after 9 months (significant at the 10% level). As a comparison, 8% of the control

group reached the earnings threshold after 9 months, implying a 40% increase.

Participants who registered towards the end of the study may have been affected

by the Covid-pandemic. The pandemic reduced job opportunities and may have com-

plicated job search. In addition, the job search platform was slowly phased out in 2020

by the program provider. Both of these factors may have inhibited the effectiveness of

the platform and the intervention. To address these concerns, we restrict the sample

to participants who registered before September 2019 in Figure 2 (panel (a)). Indeed

we find slightly larger and more significant treatment estimates.2930,31

Finally, as a placebo test, we also perform the analysis for the participants who never

searched on the platform (despite registration) and, reassuringly, find no significant

differences between control and treatment group (see Figure A.5 in the appendix).32

Finding a stable job

Our alternative outcome measure considers stable jobs, defined as jobs that last at

least six months. As above, we assume jobs with no observed end date to last at

least until the end of our observation period. In panel (b) we find that the share

of stable job finders is larger in the treatment group and grows over time to about

5%-points. The difference is statistically significant at the 10% level after 1-2 months

and at longer durations (8-10 months). The magnitude of the estimates (around 3-5
28Mean values for the treatment and control group are shown in Figure A.2 in the appendix.
29An alternative way to alleviate the impact of the Covid pandemic on the estimates would be to

censor observations when they reach March 2020. This yields very similar results, because the majority
of our sample can be observed for at least 8 months (see Figure A.3 in the Appendix).

30Including those who never searched on the platform yields qualitatively similar results, although
coefficients are again smaller in magnitude and insignificant (panel (a) of Figure A.4).

31Without control variables the results are almost identical, see Figure A.6 in the appendix.
32In line with the absent effect for those who never searched, adding the non-searchers to our sample

dilutes our baseline results and leads to positive but smaller (and insignificant) coefficients (panel (a)
in Figure A.4 in the appendix).
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percentage-points) can be compared against the control group stable job finding share

after 9 months, which is 14%, implying a 21-36% increase. Excluding those participants

who may have been affected by the Covid pandemic again strengthens our findings, see

panel (a) of Figure 2.

Heterogeneity analysis: unemployment duration

Our pre-specified hypotheses state that the impact of occupational advice is expected to

vary by initial unemployment duration and initial ‘breadth of search’ (motivated by the

findings in (Belot et al., 2019)).33 Unfortunately our data does not contain information

on job search prior to the intervention, making it impossible to differentiate between

those who searched broadly and those who searched narrowly prior to our study.

We are able to split the sample by unemployment duration as measured at the

time of starting in the program. The hypothesis that unemployment duration matters

follows from the idea that with longer duration job seekers may become more willing to

explore alternative options, which can rationalize the increased impact on this group

e.g. in Belot et al. (2019). We split the sample at the median duration, which is 18

months of unemployment.34 The results for those with long unemployment duration

are presented in Figure 3.

The difference in reaching the earnings threshold (panel a) is larger for this group:

about 6% points after 9 months. The difference is statistically significant at the 10%

level for all durations up to 11 months. In panel (b) we find a similar difference for

finding a stable job: the treated group finds these jobs at a higher rate, with a significant

difference at all durations until 12 months. The flip side is that those with shorter

unemployment duration do not appear to have benefited from the advice (Figure 4).

The control and treated groups do equally well in securing stable jobs (panel a) and

reaching the earnings threshold (panel b).

Larger effects of interventions for those with longer unemployment duration have

often been observed in the literature on active labour market policies, as discussed in
33Note that the pre-analysis plan also indicated to separate the analysis by whether individuals had

a disability if treatment effects differed substantially across this dimension. Since this is not case, we
do not conduct such heterogeneity analysis.

34Data on unemployment duration is binned, such that we have 41% with unemployment duration
of at most 18 months, and 59% with unemployment duration of more than 18 months. Those who
have never worked before are included in the long duration sample.
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Figure 3: Coefficients linear regressions: participants with unemployment duration
above the median

(a) Finding a stable job (b) Reaching earnings threshold

the literature review. This speaks in favour of the intervention, because the long-term

unemployed are the population for which improved job finding generates the largest

gains. A potential explanation for the heterogeneous impact is that in our case those

with shorter unemployment duration are likely to have moved more recently from the

standard system of the UK department of work and pensions to specialized services

such as those offered by our partner organization. This transition usually happens

around 12 months, but the timing depends on many factors including other obstacles

to placement such as disabilities. These individuals might focus more on other changes

and pay less attention to our advice. Those with longer unemployment durations

are also those who tend to be in such special programs (though not necessarily with

our partner organization) for longer. Our advice might be the main novelty for such

individuals, and might therefore receive more attention.35 Unfortunately, we do not

have data to investigate this more deeply, but it is noteworthy that those with long

unemployment duration do not seem to be the ones resistant to change.
35While our results point towards more impact for long-term unemployed, the wide confidence

intervals imply that we cannot reject that effectiveness is in fact equal between those below and above
the median unemployment duration.
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Figure 4: Coefficients linear regressions: participants with unemployment duration
below the median

(a) Finding a stable job (b) Reaching earnings threshold

4.3 Secondary Outcomes

Occupational Mobility

Evidently, the key mechanism for why the advice increased job finding is the breadth of

occupations job seekers considered. We next examine how the advice affected occupa-

tional transitions. For the participants who found jobs, we observe the job title. Using

an automated classification tool (CASCOT), we assign Standard Occupational Clas-

sification Codes (SOC’s) to each job. We can then compare the nature of transitions

between treated and control groups, conditional on job finding. Given the higher rate

of job finding in the treatment group that we documented, there may be a selection

problem that we return to below. Figure A.10 in the Appendix shows the distribu-

tion of jobs across ‘Major Groups’ (first-digit occupations) by treatment status. The

distributions look fairly similar, with the majority of jobs in ‘Elementary’, ‘Sales and

Customer Service’ and ‘Personal Service’ (Pearson’s chi-squared test cannot reject equal

distributions, p-value = 0.17). The low share of jobs within higher-skilled categories

reflects the specific population taking part in the assistance program that we consider.

To study whether the occupational suggestions affect the types of jobs that were

found, one would ideally compare the occupation of the new job with that of the

previous job. Unfortunately this is not feasible, because we do not have information

on the previous job. Instead, we assess whether the new jobs are more likely to be

among the occupations that we suggested as ‘no-qualifications’ suggestions (see section
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Table 2: Is the occupation of the first stable job one of the ‘no-qualifications’ sugges-
tions?

Conditional on job finding Unconditional
(1) (2) (3) (4)

Treatment group 0.19** 0.16* 0.043** 0.039*
(0.084) (0.091) (0.021) (0.021)

Observations 151 151 800 800
Mean outcome 0.52 0.52 0.098 0.098
Control variables No Yes No Yes

Columns (1) and (2) report estimates from a regression including only par-
ticipants who found a stable job. Column (3) and (4) report coefficients from
a regression including also participants who did not find a stable job. Robust
standard errors in parentheses. ***, **, and * indicate significance at the 1,
5, and 10 percent critical level.

3.2). These no-qualification suggestions were directly added as jobgoals by 22% of

the treatment group. Of course, more users may have seen them and internalized the

information, even if they did not add them as jobgoals.

First, we find that a large share of those who find stable work, do so in one of our

suggested no-qualifications occupations (52%). This reflects that the population of job

seekers is relatively low-skilled and that the no-qualifications suggestions are occupa-

tions that make up relatively large shares of the working population. In Table 2 we

regress an indicator for the first stable job being in one of the suggested no-qualifications

occupations, on a treatment group dummy. Column (1) shows that, conditional on find-

ing a stable job, the treatment group is much more likely to have found a job in such

an occupation than the control group (19 %-points higher probability, significant at

the 5% level). Adding the set of control variables reduces the coefficient only slightly

(column (2)), but leads to a slightly larger standard error. Given that the probability

of finding a stable job is higher in the treatment group, part of this effect may be

driven by selection. To address selection we also provide estimates unconditional on

job finding in columns (3)-(4), which show that among the entire population the likeli-

hood of having found a stable job in one of the suggested no-qualifications occupations

is significantly higher in the treatment group.36 Overall, we find that exposure to the

suggestions leads to a substantial increase in the likelihood that the first stable job is

in one of the suggested no-qualifications occupations.
36Including individuals who never searched on the platform displays a similar, although diluted,

impact (see Table A.11 in the appendix).
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We visualize the composition of new jobs across four categories for the treatment

and control groups in Figure 5. A newly found job can be in one of the no-qualifications

occupations, it can be one of the suggestions that were provided to the treatment

group37, it can be a no-qualifications occupations that was also a suggestion, and

finally it can be any other job.

The results shown in Figure 5 reiterate the findings from the regressions. First,

the sum of the darkest three bars (representing all intervention elements) shows that

the treatment group was significantly more likely to find a job in the suggested or

no-qualifications occupations (13.1% vs 9.0%, p-value one-sided t-test 0.04). Looking

at each of the intervention elements separately, we find that the share of individuals

finding a job in one of the suggestions (combining the two middle bars) is larger in

the treatment group, although not statistically significantly (5.8% vs 4.3%, p-value

one-sided t-test = 0.19). The share that found a job in one of the ‘no-qualifications’

occupations (darkest bar) is significantly larger in the treatment group (7.3% vs 4.7%,

p-value one-sided t-test = 0.07). Finally, combining all bars, we find that overall the

treated obtain more jobs (19.5% vs 17.7%) although the difference is not statistically

significant (one-side p-value t-test 0.27). Results are similar, although less pronounced,

for the sample that includes those who never searched on the platform, see Figure A.9

in the Appendix.

One may worry that the increased likelihood of finding employment in one of these

suggested occupations may have detrimental consequences if they represent jobs with,

for example, lower wages. The fact that we also find an increased likelihood of reaching

the earnings threshold refutes such worry as it shows that the increased job finding in

the treatment group does not reduce their earnings.38

37Since these suggestions were based on the jobgoals that each individual saved, the set of suggestions
differs across individuals. For the control group, we define the set of suggestions as those they would
have received had they been part of the treatment group.

38If the treatment indeed stimulates job finding in lower-paying jobs, the positive effects on reaching
the income threshold may conceal potential negative effects on earnings in the longer-run. To evaluate
this we have also estimated the treatment impact on the continuous measure ‘cumulative earnings’.
The results show a positive earnings difference that is largest after 8 months, but remains positive
until at least 13 months (see Figure A.8 in the Appendix). Due to large standard errors the difference
is never statistically significant.
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Figure 5: Job finding (first stable job) by type of occupation. The dark block represents
jobs in one of the no-qualifications occupations. The second block represents job in
an occupation that is part of both the no-qualifications occupations and the set of
individual suggestions. The third block represents jobs that were part of the suggestions
but not a no-qualifications occupation. The lightest block represents any other jobs.
For the control group we construct the suggestions as those they would have received
(based on their jobgoals) if they would have been in the treatment group.

Other measures of job finding success

We pre-specified two other measures of job finding success as secondary outcomes of in-

terest: (1) the duration until starting the first job and (2) the fraction of time employed

during the first 15 months. Clearly these are correlated with our primary outcome, al-

though they may capture slightly different dimensions: starting a job that does not last

for six months and neither pays enough to reach the earnings threshold would not be

included as a success in the previous findings. In Appendix Figure A.7 we present the

results from estimating equation (1) for the duration until starting the first job. We

exclude jobs that last less than three days. Results are similar to those found for the

primary outcome: the job finding rate is higher for the treatment group, although con-

fidence intervals are wider which impacts statistical significance (panels a and b). The

long-term unemployed do benefit significantly from the occupational suggestions (panel

c), while again there is no difference for the group with relatively shorter unemployment

duration (panel d).

The fraction of time employed during the first 15 months is a measure that takes

the duration of jobs into account, and aggregates information across multiple jobs that

an individual might hold. For those who enter the study less than 15 months prior

to the end of our observation period, we compute their fractions within the remaining
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observed time period. We regress the fraction employed on a treatment dummy and

the same set of control variables. Results are presented in Table A.5 in the Appendix.

The treatment group experiences a longer fraction of time employed, with the effect

largest (and statistically significant) among those with relatively long unemployment

duration.

We conclude that these two secondary outcomes of interest reinforce our primary

findings. Job seekers in the treatment group appear to do better in terms of employ-

ment, with the impact largest for those with long unemployment durations.

4.4 Robustness: duration model

We evaluate the impact of our intervention using an alternative model to assess ro-

bustness of the main findings. We estimate a duration model (Cox proportional hazard

model). This specification has the advantage of using more detailed information on job

finding: the exact duration is used as the outcome rather than an indicator variable

and right censoring is accounted for. We include the same set of control variables as in

the baseline analysis in all models.

We examine durations related to our two primary outcomes of interest: duration

until reaching the earnings threshold and duration until finding a stable job. Results are

presented in Table A.6 in the appendix. In addition we show results that include those

who never searched on the platform in Table A.7, and for those with unemployment

duration below and above the median in Tables A.8 and A.9. The Cox proportional

hazard model estimates a constant proportional effect of the treatment on the hazard

rate. To investigate differential effects of the intervention at different durations, we

censor the outcome at different durations. The results are in line with our baseline

findings: the treatment increases rate at which participants reach the earnings threshold

and the rate at which they find stable jobs, with the impact being statistically significant

for those with longer initial unemployment duration.

4.5 Job search activity

Since we have data on searches on the platform, we can examine in more detail the

impact of the treatment on job search behavior. Because usage of the platform was

limited with a mean of less than three search queries per individual, we provide simple
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Table 3: Job search behaviour: jobgoals

Control mean
(St. dev.)

Treatment mean
(St. dev.)

Difference
(P-value)

Jobgoals saved:
At least one jobgoal 0.41 0.52 0.11

(0.49) (0.50) (0.00)***
Mean 1.40 1.29 -0.11

(2.63) (1.93) (0.50)
Manually added jobgoals:a

At least one 0.41 0.37 -0.04
(0.49) (0.48) (0.28)

Mean 1.40 0.94 -0.46
(2.63) (1.76) (0.00)***

Jobgoals added from no-qualifications-carrousel:
At least one 0.00 0.22 0.22

(0.00) (0.41) (0.00)***
Mean 0.00 0.35 0.35

(0.00) (0.79) (0.00)***
Jobgoals requiring no qualifications:b

At least one 0.22 0.37 0.16
(0.41) (0.48) (0.00)***

Mean 0.34 0.63 0.28
(0.73) (1.03) (0.00)***

Observations 298 502 800

***, **, and * indicate significance at the 1, 5, and 10 percent critical level. a “Manually added jobgoals” are
jobgoals added through regular jobgoals, available to both the control and treatment group. b “Jobgoals requiring
no qualifications” shows the number of jobgoals that are one of the 18 no-qualifications occupations, regardless
of whether the jobgoal was selected from the carousel (only visible for the treatment group) or through manual
jobgoal search.

mean comparisons, rather than estimating panel models that consider the evolution of

search over time.39 Table 3 compares statistics on the jobgoals saved on the platform

between control and treatment groups. First, we find that in the treatment group 52%

saved at least one jobgoal in their profile, which is a proxy for having seen the sugges-

tions that we offered.40 Given that the share is significantly lower in the control group

(41%), our suggestions appear to have encouraged participants to use the jobgoal func-

tionality. Across all individuals, the treatment group saved on average 1.29 jobgoals, of

which 0.94 are ‘manually added’ jobgoals and the remaining 0.35 jobgoals come from

the no-qualifications carousel suggestions. In the treatment group 22% saved at least

one of these ‘no-qualifications’ suggestions as a jobgoal. The control group saved 1.40

jobgoals on average, which are all ‘manually added’. We find that treated individu-
39Our pre-analysis plan specified an individual fixed effects model that analyses how job search

activities develop over time. This is not feasible with the number of observations that we have.
40Table 3 contains only individuals who searched at least once for vacancies on the platform (as

do all baseline results). Therefore, these results expose that among those who used the platform for
searching, about half used the jobgoal functionality (although a larger share may have seen some of
the treatment elements).
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Table 4: Job search behaviour: search queries

Control mean
(St.dev.)

Treatment mean
(St.dev.)

Difference
(P-value) Observations

Total nr of jobgoal searches 1.63 1.57 -0.07 800
(7.56) (7.80) (0.91)

Total nr of keyword searches 3.09 2.98 -0.11 800
(6.32) (7.35) (0.83)

At least one suggestions-searcha 0.00 0.44 0.44 800
(0.00) (0.50) (0.00)***

Average nr of included jobgoals (excl sug’s)b 2.97 2.17 -0.80 336
(2.30) (1.53) (0.00)***

Average nr of included suggestionsc 0.00 7.83 7.83 336
(0.00) (5.20) (0.00)***

Average radius in jobgoal searches 8.94 13.93 5.00 336
(4.11) (66.90) (0.43)

Average radius in keyword searches 8.50 8.41 -0.09 616
(3.96) (3.45) (0.76)

Median nr of results in jobgoal searchesd 1460.65 5230.49 3769.84 336
(3324.77) (12997.96) (0.00)***

Median nr of results in keyword searchesd 9414.19 12834.30 3420.11 616
(28783.15) (38252.30) (0.24)

The sample sizes N refer to the number of individuals who are included in the respective means. ***, **, and * indicate
significance at the 1, 5, and 10 percent critical level. All variables are first averaged by individual (across search queries)
and then averaged across individuals. a Indicator for whether the individual performed at least one jobgoal search with the
suggestions included. b The average number of jobgoals that were included in the jobgoal search queries (this does not include
the suggestions that may have also been included in the search query). c The average number of included suggestions within
jobgoal searches. d The average over the median number of search results per individual.

als are more likely to have at least one of these no-qualifications occupations in their

jobgoals (38% vs 22% in the control group).

Table 4 displays statistics about job search queries performed.41 There is no dif-

ference in terms of the number of searches performed (both for keyword searches and

jobgoal searches), but 44% of the treated group included some of the suggestions at

least once in a search query. When considering the jobgoal searches, we see that the

treated group included fewer jobgoals (2.17 vs 2.97), which might be a response to

the inclusion of additional suggestions generated by our treatment (7.79 on average).

As a result the total number of included occupations in their searches is much higher.

Geographically we find no significant differences, with the average radius around 10

miles. The effect of the included suggestions in jobgoal searches does translate into sig-

nificantly more search results, while for keyword searches there is no difference between

the groups (as expected).

Overall, our treatment induces participants to increase the number of occupations

in their search queries. They achieve this with less jobgoals chosen themselves by

including a large number of suggestions. Neither the number of jobgoals or keyword
41Each variable is first averaged across queries by individual, before averaging across individuals.
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searches nor the average geographical radius is affected. The equivalent statistics for the

sample including those who never searched on the platform are similar and presented

in Table A.12 in the Appendix.

5 Conclusion

Job search assistance has long been a fruitful instrument of active labor market policies.

Providing advice is particularly appealing because it uses no coercion: individuals are

free to adopt this advice if they consider it useful. Unfortunately traditional methods

of advising job seekers are very labor intensive.

Integrating personalized advice online right at the point where it is useful has several

advantages. It is relatively easy to understand and implement, and the results can be

immediately seen by the target audience. This makes it cognitively easy to absorb the

advice, and bears the potential that the advice translates into action. Once the advice

is absorbed, it also allows the audience to use that knowledge in other circumstances,

for example in talking to friends and family.

Here we explore this concretely in the context of occupational advice to long-term

unemployed job seekers. A priori, it might seem daunting to use simple algorithmic

advice on a population that is out of work for more than a year, where more than half

face issues of disability, and one in ten has never worked before. Nevertheless, this

advice has measurable effects on their chances of successful reintegration into the labor

market. Relative to earlier literature that only documented increased job interviews

(and did not focus on the long-term unemployed), it is crucial to examine success in

actual job placement, as interviews in novel occupations might not convert easily into

jobs. Here we do not have information on job interviews, but can directly trace the

final labor market consequences with administrative data.

Overall, this paints a promising picture of using targeted advice during online search

for long-term unemployed. We see three obvious issues that future research might

address. First, the interaction between human advice and automated advice. In our

setting all participants also receive the standard package from the partner organization,

with advisors unaware of treatment status. This package includes substantial resources

to remove barriers to re-employment (motivational and emotional support, help in

solving disability related hurdles, mobility assistance for those far from employment
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centers, training to get a drivers licence, etc) which might well complement online

activities.

Second, online advice can be rolled out cost-effectively at large scale, but this re-

quires access to a large target population. In our case we initially expected ten times

the sample size, but were limited by the implementation of the partner organization.42

Even among those who could participate, only 60% actually used the platform. Low

take-up of online tools that provide advice remains a research and policy-relevant issues

for any such information intervention. Our partner organization eventually achieved a

larger roll-out through wider geographical reach and an improved online service portal,

treating more then 100,000 long-term unemployed and disabled job seekers with infor-

mation that is similar to that in our intervention. This happened after our study and

without randomization, so we lack a further evaluation. Larger roll-outs with random-

ization would obviously allow for tighter confidence intervals, and could be designed

to uncover general equilibrium effects if there is differential role-out across regions.

By treating many individuals in one region and few in others one can study the ef-

fects across study participants, and with appropriate micro data also the spillovers on

non-participants.43 Since many public employment agencies already work with large

populations and online advice is scalable, they seem best placed for such steps.

Third, one can fine-tune the type of advice that is provided. Here we focus on

coarse occupational advice based on participants’ individual jobgoals. The upside is

that occupational advice is easy to learn, and can be used in other situations such as

when talking to friends and family. Since many jobs arise from informal job search,

such informational spillovers might be crucial. Still, machine-learning algorithms might

provide even more individualized advice, even though their suggestions might be less

transparent to job seekers and issues of algorithmic bias based on attributes like gender

or race are still under investigation in this literature.
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Table A.1: ‘No-qualifications’ occupations provided as suggestions in the carousel on
the platform

UK SOC Code (2010) UK SOC Name
4133 Stock control clerks and assistants
6145 Care workers and home carers
7111 Sales and retail assistants
7112 Retail cashiers and check-out operators
7113 Telephone salespersons
7211 Call and contact centre occupations
7219 Customer service occupations n.e.c.
8139 Assemblers and routine operatives n.e.c.
9111 Farm worker
9120 Elementary construction occupations
9134 Packers, bottlers, canners and fillers
9211 Postal workers, mail sorters, messengers and couriers
9233 Cleaners and domestics
9242 Parking and civil enforcement occupations
9260 Elementary storage occupations
9272 Kitchen and catering assistants
9273 Waiters and waitresses
9275 Leisure and theme park attendants

The table provides UK SOC names for the 18 occupations. On the platform more accessible
names were used.

Figure A.1: Registration and activity over time
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Table A.2: Distribution of unemployment duration at time of registration on the plat-
form (full sample)

Unemployment duration (months):
0-6 months 118 (8.5%)
7-12 months 143 (10.3%)
1-2 years 308 (22.1%)
3-5 years 281 (20.2%)
6-10 years 207 (14.8%)
10+ years 215 (15.4%)
I have never worked before 113 (8.1%)
Missing 9 (0.6%)

N 1,394

Figure A.2: Mean outcomes over time

(a) Reaching earnings threshold (b) Stable jobfinding

Figure A.3: Coefficients linear regressions: observations censored at March-2020
(Covid)

(a) Reaching earnings threshold (b) Finding a stable job
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Figure A.4: Coefficients linear regressions: all participants

(a) Reaching earnings threshold (b) Finding a stable job

Table A.3: Outcomes (job related): only participants who searched at least once on
the platform

Control mean
(St.dev.)

Treatment mean
(St.dev.)

Difference
(P-value) Obs.

Number of interviews 0.87 0.77 -0.10 779
(1.68) (1.28) (0.34)

Duration (days) until first interview 139.45 129.83 -9.62 336
(119.18) (126.70) (0.49)

Job found 0.33 0.34 0.01 800
(0.47) (0.47) (0.81)

Reach earnings threshold 0.15 0.17 0.02 800
(0.36) (0.37) (0.54)

Duration (days) until first stable job 167.27 129.82 -37.45 163
(110.97) (94.38) (0.03)**

Duration (days) until earnings threshold 267.36 240.70 -26.65 129
(111.83) (117.23) (0.21)

Duration (days) until first job 156.71 131.89 -24.81 270
(114.27) (100.24) (0.06)*

***, **, and * indicate significance at the 1, 5, and 10 percent critical level. Jobs that last less than 3 days
are omitted. ‘N’ refers to the number of observations included in the mean/SD. All duration variables exclude
individuals who did not secure (within our observation period) an interview/stable job/earnings threshold/first
job.
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Table A.4: Outcomes (job related)

Control mean
(St.dev.)

Treatment mean
(St.dev.)

Difference
(P-value) Obs.

Number of interviews 0.75 0.70 -0.05 1,355
(1.44) (1.18) (0.48)

Duration (days) until first interview 144.43 133.64 -10.79 552
(120.99) (122.91) (0.32)

Job found 0.32 0.32 0.00 1,394
(0.47) (0.47) (0.93)

Reach earnings threshold 0.15 0.15 0.00 1,394
(0.36) (0.36) (0.99)

Duration (days) until first stable job 156.17 131.26 -24.91 271
(106.63) (95.22) (0.05)**

Duration (days) until earnings threshold 262.33 244.16 -18.17 210
(118.64) (116.90) (0.28)

Duration (days) until first job 156.22 138.46 -17.76 448
(111.59) (103.32) (0.09)*

***, **, and * indicate significance at the 1, 5, and 10 percent critical level. Jobs that last less than 3 days
are omitted. ‘N’ refers to the number of observations included in the mean/SD. All duration variables exclude
individuals who did not secure (within our observation period) an interview/stable job/earnings threshold/first
job.

Table A.5: Fraction of time employed during the first 15 months

(1) (2) (3) (4)
Treatment group 0.028 0.043* 0.0070 0.016

(0.021) (0.024) (0.039) (0.016)
Observations 734 412 322 1272
Control variables Yes Yes Yes Yes
Sample Long unempl. Short unempl. Including non-searchers

Robust standard errors in parentheses. ***, **, and * indicate significance at the 1, 5, and 10 percent
critical level.

Table A.6: Duration analysis until first stable job/earnings threshold

Stable job Earnings threshold
(1) (2) (3) (4) (5) (6)

6 months 1 year End 6 months 1 year End
Treatment group 1.26 1.23 1.20 1.51 1.12 1.11

(0.26) (0.21) (0.20) (0.54) (0.23) (0.21)
Observations 800 800 800 800 800 800
Control variables Yes Yes Yes Yes Yes Yes

Exponentiated coefficients. Robust standard errors in parentheses. ***, **, and *
indicate significance at the 1, 5, and 10 percent critical level.
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Table A.7: Duration analysis until first stable job/earnings threshold: participants
including those who never searched on the platform

Stable job Earnings threshold
(1) (2) (3) (4) (5) (6)

6 months 1 year End 6 months 1 year End
Treatment group 1.23 1.12 1.11 1.13 1.03 1.01

(0.19) (0.15) (0.14) (0.29) (0.16) (0.15)
Observations 1394 1394 1394 1394 1394 1394
Control variables Yes Yes Yes Yes Yes Yes

Exponentiated coefficients. Robust standard errors in parentheses. ***, **, and *
indicate significance at the 1, 5, and 10 percent critical level.

Table A.8: Duration analysis until first stable job/earnings threshold: sample with
unemployment duration above the median (more than 18 months)

Stable job Earnings threshold
(1) (2) (3) (4) (5) (6)

6 months 1 year End 6 months 1 year End
Treatment group 1.88** 1.52* 1.48 . 1.63 1.60

(0.60) (0.38) (0.36) (.) (0.51) (0.46)
Observations 478 478 478 478 478 478
Control variables Yes Yes Yes Yes Yes Yes

Exponentiated coefficients. Robust standard errors in parentheses. ***, **, and *
indicate significance at the 1, 5, and 10 percent critical level. The estimate in column
(4) is missing due to an insufficient number of individuals reaching the income threshold
within six months.

Table A.9: Duration analysis until first stable job/earnings threshold: sample with
unemployment duration below the median (less than 18 months)

Stable job Earnings threshold
(1) (2) (3) (4) (5) (6)

6 months 1 year End 6 months 1 year End
Treatment group 1.02 1.15 1.11 0.66 0.85 0.84

(0.28) (0.27) (0.26) (0.27) (0.23) (0.21)
Observations 322 322 322 322 322 322
Control variables Yes Yes Yes Yes Yes Yes

Exponentiated coefficients. Robust standard errors in parentheses. ***, **, and *
indicate significance at the 1, 5, and 10 percent critical level.
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Figure A.5: Placebo analysis: coefficients linear regressions for those who never
searched on the platform.

(a) Reaching earnings threshold (b) Finding a stable job

Figure A.6: Coefficients linear regressions without control variables.

(a) Reaching earnings threshold (b) Finding a stable job
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Figure A.7: Coefficients linear regressions job finding: first job

(a) Baseline (b) Sample including those who never searched on
the platform

(c) Unemployment duration above the median (d) Unemployment duration below the median

Table A.10: Comparison of characteristics of job seekers with long- and short unem-
ployment duration

Control Treatment P-value
Female 0.38 0.41 0.24
Non-white ethnicity 0.29 0.23 0.02**
Married/Cohabiting 0.11 0.09 0.41
Children 0.17 0.16 0.55
Jobseeker’s allowance 0.27 0.47 0.00***
Disability 0.54 0.56 0.52
Unemployment duration (months) 12.63 102.50 0.00***
Never worked before 0.00 0.15 0.00***
Observations 569 825 1,394

***, **, and * indicate significance at the 1, 5, and 10 percent critical level.
Short duration means unemployment duration at the time of entering the pro-
gram was at most 18 months. Long duration means unemployment duration at
the time of entering the program was above 18 months. P-values refer to a test
for equality between control and treatment group. a Unemployment duration in
months at the time of starting on the WHP programme, excluding individuals
who never worked before.
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Table A.11: Is the occupation of the first stable job one of the ‘no-qualifications’
suggestions? Sample including those who never searched on the platform.

Conditional on job finding Unconditional
(1) (2) (3) (4)

Treatment group 0.12* 0.12* 0.021 0.023
(0.064) (0.065) (0.016) (0.016)

Observations 256 256 1394 1394
Mean outcome 0.52 0.52 0.095 0.095
Control variables No Yes No Yes

Columns (1) and (2) report estimates from a regression including only par-
ticipants who found a stable job. Column (3) and (4) report coefficients from
a regression including also participants who did not find a job. Robust stan-
dard errors in parentheses. ***, **, and * indicate significance at the 1, 5,
and 10 percent critical level.

Figure A.8: Treatment effect on cumulative earnings
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Figure A.9: Occupations of the first stable job found (sample including those who never
searched on the platform)

Figure A.10: Occupational distribution of jobs found (p-value chi-squared test for equal
distributions = 0.16)
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Table A.12: Job search behaviour (sample including those who never searched on the
platform)

Control Treatment P-value
Jobgoals:
Saved at least one jobgoal 0.26 0.36 0.10

(0.44) (0.48) (0.00)***
Mean nr saved jobgoals 0.86 0.90 0.04

(2.12) (1.72) (0.70)
Saved at least one manual jobgoal 0.26 0.26 -0.00

(0.44) (0.44) (0.92)
Mean nr manually saved jobgoals 0.86 0.65 -0.21

(2.12) (1.51) (0.03)**
Saved at least one no-qual. suggestion 0.00 0.15 0.15

(0.00) (0.36) (0.00)***
Mean nr saved no-qual. suggestion from carousel 0.00 0.25 0.25

(0.00) (0.72) (0.00)***
Mean nr saved jobgoals that require no-qualifications 0.21 0.44 0.23

(0.59) (0.96) (0.00)***
Jobgoals contain at least 1 no-qual occ 0.14 0.25 0.12

(0.34) (0.44) (0.00)***
Search queriesa:
Total nr of jobgoal searches 0.93 0.90 -0.02

(5.75) (5.97) (0.95)
Total nr of keyword searches 1.75 1.72 -0.03

(5.00) (5.78) (0.91)
At least one suggestions-searchb 0.00 0.25 0.25

(0.00) (0.44) (0.00)***
Average nr of included jobgoals (excl sug’s)c 2.97 2.17 -0.80

(2.30) (1.53) (0.00)***
Average nr of included suggestionsd 0.00 7.83 7.83

(0.00) (5.20) (0.00)***
Average radius in jobgoal searches 8.94 13.93 5.00

(4.11) (66.90) (0.43)
Average radius in keyword searches 8.50 8.41 -0.09

(3.96) (3.45) (0.76)
Search query results:
Median nr of results in jobgoal searchese 1460.65 5230.49 3769.84

(3324.77) (12997.96) (0.00)***
Median nr of results in keyword searchese 9414.19 12834.30 3420.11

(28783.15) (38252.30) (0.24)
Observations 525 869 1,394

The sample sizes N refer to the number of individuals who are included in the respective means. ***,
**, and * indicate significance at the 1, 5, and 10 percent critical level. a All variables are first averaged
by individual (across search queries) and then averaged across individuals. b Indicator for whether the
individual performed at least one jobgoal search with the suggestions included. c The average number of
jobgoals that were included in the jobgoal search queries (this does not include the suggestions that may
have also been included in the search query). d The average number of included suggestions within jobgoal
searches. e The average over the median number of search results per individual.
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Figure A.11: Schematic picture of the search platform and the treatment elements. The
control group used the same platform where the two treatment elements were absent
(the "Suggested related occupations" and the "Jobs requiring no qualifications")
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